My personal coding standards list in alphabetical order – this is growing over time as I find out more about SQL and as such is not an exhuastive list and it is constantly growing... feel free to email me with additions. (  
Some of these standards are pretty simple and won't affect the way your code actually runs, and some are vital to ensure best performance.    
I tend to combine these with the coding standards in place with the client I am working for at the time.  If my standards are contradictory to a standard in place with a client, I will use the client’s standard as it is their code at the end of the day.

	Anonymous Inserts
	Always use a column list in your INSERT statements, if the table structure changes then you won't have any problems if you've used a column list.  So, don't do anonymous inserts, insert into a named column instead

Anonymous Insert 
       insert into table values (1,5)

Non-Anonymous Insert
      insert into table (col1, col2) values(a, b)



	ANSI-Standard Join Clauses
	Use the more readable ANSI-Standard Join clauses instead of the old style joins. With ANSI joins, the WHERE clause is used only for filtering data. Where as with older style joins, the WHERE clause handles both the join condition and filtering data. 

SELECT      a.au_id, t.title
FROM         titles t, authors a, titleauthor ta
WHERE      a.au_id = ta.au_id 
AND            ta.title_id = t.title_id 
AND            t.title LIKE 'Comp%'

Could look like this instead:
 
SELECT       a.au_id, t.title 
FROM          authors a 
INNER JOIN titleauthor ta ON a.au_id = ta.au_id 
INNER JOIN titles t           ON ta.title_id = t.title_id 
WHERE        t.title             LIKE '%Computer%'

	BCP
	If you need to import lots of data into a table, consider using BCP for speed.  Import into a holding table, once imported run a sproc that verifies and then sorts the data to its correct places in your database.  Don't try to sort it out whilst importing.  Also makes it much easier to go from one database type to another if you export & import from text files.

	Binary Files & Images
	Obvious really this one, but don't store images or binary files in your database, store the path details and then point to the file you want to access.  Does not work with mirrored servers, you need to use a third party server.  Compression also works well if you have images & mirrored server combination.

	Bug Hunting
	If you are fixing a bug, once you find the solution check everywhere else as well to make sure the bug isn't in other places. If you find it in other places, fix it there as well.  Make sure all eventualities are covered - think outside the box

	CAPITALISE
	CAPITALISE your keywords, i.e. SELECT, DELETE, FROM, WHERE, WHILE etc... it makes them much easier to read and they will stand out in your code.  

	Case
	Always be consistent with the usage of case in your code. On a case insensitive server, your code might work fine, but it will fail on a case sensitive SQL Server if your code is not consistent in case. For example, if you create a table in SQL Server or a database that has a case-sensitive or binary sort order, all references to the table must use the same case that was specified in the CREATE TABLE statement. If you name the table as 'MyTable' in the CREATE TABLE statement and use 'mytable' in the SELECT statement, you get an 'object not found' error.

	CHAR
	Use the CHAR data type for a column only when the column is non-nullable. If a CHAR column is nullable, it is treated as a fixed length column in SQL Server 7.0+. So, a CHAR(100), when NULL, will eat up 100 bytes, resulting in space wastage. So, use VARCHAR(100) in this situation. Of course, variable length columns do have a very little processing overhead over fixed length columns. Carefully choose between CHAR and VARCHAR depending up on the length of the data you are going to store.

	Clarity part I
	Make the sections of your code easy to distinguish.  I do this using comments to start and finish sections: e.g. 
/***************************************************************************************
 AJ - 6/12/08 - This section calculates retirement date of the policy holder
 Logic
     IF policy holder <55 and policy in force <= 12 months - policy <> locked
     IF policy holder <55 and policy in force > 12 months - policy = locked
     etc...
*****************************************************************************************/
BEGIN
        CODE BLAH BLAH BLAH
END
/******************************************************
Calculation of retirement date section ends here
******************************************************/

	Clarity part II
	I like to keep my columns nicely lined up, it makes things so much easier to read and it looks better when things line up in an orderly fashion, and no, I’m not related to Mr. Monk!  Some people may hate the way I line up the columns but it works for me.

SELECT  column,
                column2,
                column3
FROM      table
WHERE   blah IS blah

or

SELECT        a.au_id, t.title 
FROM           authors a 
INNER JOIN  titleauthor ta  ON a.au_id = ta.au_id 
INNER JOIN  titles t            ON ta.title_id = t.title_id 
WHERE         t.title              LIKE 'Comp%'

	Code review everything.  
	However small the change, get a peer to code review it before checking it in to a build.  We've had one line changes fail code reviews because they were so simple and such a quick 2 minute job that the senior dev doing the job forgot a comma.  It's a great way to make sure no silly mistakes get into the build and it can also work well in your favour as the reviewer may have an alternative method of doing the same thing which removes a performance glitch. It's also a good way to ensure that project teams are all using the same coding standards.  It takes more time up front but it saves a LOT of time in re-work.

	Comma bandits
	I've noticed some people putting commas at the start of a line - please don't.  It looks terrible and takes frickin ages to move them all to the other end.  Ok, that's a personal peeve and has nothing to do with general coding standards LOL!  Do what works best for you.

	Comments
	Comments, comments and more comments.  Make sure the developer who looks at your code in five years time knows what you have done and why.  If you have done something a bit dodgy as a workaround, put a comment to say why, perhaps with a note  to say how it could be refactored when time allows.  Go nuts with the comments - comment length does not affect performance.

	Consistency
	I’ve found it really useful to stick to a consistent set of rules when developing. It helps me to ensure nothing is missed and it also means that when I look at my code again a year or five years down the line, it will still look familiar.   Sticking to coding standards and consistent rules is also great when just starting out in development as it can help you ensure that you don't make silly mistakes.

	Constants
	I love using variables as constants - set them up at the beginning of your sproc and then use them going through the code.  It makes everything so much more readable and it also means that you only have once place to update the variable if things are wrong or if things change.  It also makes your code way more maintainable.  Consider the following example:

DECLARE   @stock_code_book, 
                    @stock_code_pen
SET             @stock_code_book = 312,  (normally you would NOT hardcode this)
                    @stock_code_pen  = 100
 
SELECT      StockCode, 
                    InStock,
                    StockDescription
FROM         StockList
WHERE      StockCode IN (@stock_code_book, @stock_code_pen)

	CURSOR
	CURSORS {{{shivers}}}.  Avoid them if you can but don’t cut off your nose to spite your face, if you need to use a cursor and it’s the best solution, then use it.  WHILE loops are faster than cursors but you will need a primary or unique key on the table for a WHILE loop to work correctly.

	Dates
	I always use 4 digits for dates, it's good practice.

	Derived Tables
	Use them when you can. 

	Drop & Recreate
	Drop & Recreate Scripts - don't use ALTER

	Dynamic SQL
	Avoid dynamic SQL statements as much as possible as it tends to be slower than static SQL.  Dynamic SQL also needs users to have direct access permissions on all accessed objects. 

	ERRORS
	Catch them.  Log them.  If calling a stored proc from a stored proc - ensure there is error handling around it, for example, the proc being called fails and you need a method to handle this, or the arguments to be passed into the proc are not correct in which case you catch this before sending them.   Good article on error handling here: http://msdn.microsoft.com/en-us/library/aa175920.aspx

Always check the global variable @@ERROR immediately after executing a data manipulation statement (like INSERT/UPDATE/DELETE) so that you can rollback the transaction in case of an error.  @@ERROR will be greater than 0 if there is an error. 

	EXCEPT
	Use EXCEPT instead of NOT IN

	Front-end data queries
	Front end applications should not directly query or manipulate your data.  The application should access a stored procedure that does the query/manipulation.  This is also better from a security point of view.

	Hardcoded values
	Are you trying to drive me insane?  Please don't hardcode values unless you have absolutely no other choice (which I don't believe will ever be the case… use those foreign keys people…).  There’s always a way to get at data if you set up your tables and the links between them correctly.

	Indentation
	Indent your code and use multiple lines.  This helps with readability and can also be useful when tracking down bugs if you can easily see where the sections of code are.  Just make sure you are consistent with your indenting.

	INDEX SCANS
	Analyze your code for anything that may be triggering a table or index scan before shipping it off to a build – anything you find, rewrite it to use table seek instead.  You could use the graphical execution plan in Query Analyzer, or SHOWPLAN_ALL or SHOWPLAN_TEXT to analyze your queries.  

	Joins
	Inner/Outer joins - test them first as standalone selects - this should be the only place where you use hardcoded values…  Make sure your query is returning the data that you want from the database in the most efficient manner.   Run your SELECT statements as a standalone statement using hardcoded data to make sure it gets what you're expecting it to get.  I always compile complicated SELECTS which extract data from multiple tables in this manner to ensure the data is correct, not duplicated and is as expected.  Test driven development people...

When using JOINs in queries, prefix the column name with the table name

Count your selects & tables - make sure you've got something for each table called in the statement - it's amazingly easy to get tangled up in a nest of foreign keys when navigating from one side of a database to the other.

	LIKE
	Avoid using wildcard characters as the first character as this will cause an index scan, which as we've already mentioned, should be avoided. 

SELECT ProdutID FROM Product WHERE Type LIKE '%en%'  = Index Scan
SELECT ProdutID FROM Product WHERE Type LIKE 'pen%'  = Index Seek

	Naming Things
	Stored procedure names should reflect the name of the primary data source, the action the procedure accomplishes, and the audience that uses the procedure.   

If using two words when naming something, used MixedCase - makes it much easier to read.  Better yet, try to keep to single words.   

Make sure your names are understandable - abbreviations can be hard to work out a few years (or even months) down the line.

Do not prefix your stored procedure names with "sp_"
Limitations – when naming your sprocs, check that there are no limits in place for name lengths. I worked on a Sybase project where the sproc names were limited to 20 characters. No longer an issue in later versions of Sybase but one to be aware of if using older versions of software.

	Normalise
	Normalise database structure based on 3rd Normalization Form.   Some really good information on what this means here: http://blog.sqlauthority.com/2007/11/26/sql-server-rules-of-third-normal-form-and-normalization-advantage-3nf/

	NOT EQUALS
	Avoid using not equals operators in a search query as this will trigger table and index scans - sometimes it's hard to avoid them though.

	OUTPUT
	If your stored procedure always returns a single row resultset, consider returning the resultset using OUTPUT parameters instead of a SELECT statement, as ADO handles output parameters faster than resultsets returned by SELECT statements.

	Pair programming - love it!
	Skype can be particularly useful for this if you fancy having a go at virtual pair programming. Pair programming is a great tool to get your junior developers up to speed a lot faster than if you just leave them swimming aimlessly by themselves.  Pair them up with a senior dev and watch them blossom. :)

	Primary Keys
	There should be a PRIMARY KEY in all the tables of the database with a column name ID.

	Psuedocode is your friend
	I personally like to write pseudocode into the sproc inside a set of comments in order to get my head around a complicated piece of code.  Whilst not everyones cup of tea, it is very useful for another developer coming in later to see what the code is trying to achieve.  It can also be a useful tool if something is particularly gnarly and you want to check that you’ve understood the requested logic before proceeding with the coding.   Most BAs can read pseudocode so you can also ask them to have a read if you want a second opinion regarding direction before getting into the nitty gritty of things.

	Repeated Calls
	Do not call functions repeatedly in stored procedures - if you are calling the same function all the time, either put it into it's own stored proc, call the function once and store the result in a variable for later use.   It's amazing how much simpler it is to maintain code when you only have to fix it in one place instead of 20.

	RETURN
	Make sure your stored procedures always return a value indicating their status. Standardize on the return values of stored procedures for success and failures. The RETURN statement is meant for returning the execution status only, but not data. If you need to return data, use OUTPUT parameters.

	Re-Use
	Re-use where necessary / when you can - and of course… avoid repetition

	Secondary Defects
	Don't introduce secondary defects - make sure your fix does not break the code next door!   This takes more time initially when writing your code but will save time in the long run as there is less re-work required.  Be careful when you code.

	SELECT *
	SELECT * is BAD - tut, tut... Always write the column names after the SELECT statement. Even if you do want to see all of them, by stating the names you will have reduced disk I/O and better performance.

	SET NOCOUNT ON
	Use SET NOCOUNT ON at the beginning of your SQL batches, stored procedures and triggers in production environments, as this suppresses messages like '(1 row(s) affected)' after executing INSERT, UPDATE, DELETE and SELECT statements. This improves the performance of stored procedures by reducing network traffic.

	Temp tables
	Avoid temporary and derived tables as they use more disk I/O.  However, that said, I like to use a temp table when importing into a database via bcp as it can act as a holding pen for the data whilst you validate it. More information on temp tables can be found here: http://blog.sqlauthority.com/2007/06/11/sql-server-2005-t-sql-paging-query-technique-comparison-over-and-row_number-cte-vs-derived-table/

	TEXT
	Use CHAR or VARCHAR instead of TEXT, or if you will be storing non standard characters, you can use the unicode datatypes NCHAR or NVARCHAR.

	Triggers
	Limit the use of triggers - use constraints instead as they are faster.  Save triggers for validation tasks that cannot be performed using constraints.

	Unit Testing
	Make sure you test all your code carefully.  Unit testing up front will save a whole heap of reworking grief down the line.
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